
3
KEY CONCEPTS
IN FAIR TESTS
OF TREATMENTS

In the first two chapters we have shown how treatments that are inadequ-

ately tested can cause serious harm. Clearly it is vital that treatments are

tested rigorously to help decide whether they should be offered to patients.

Misleading claims about treatments are common, so all of us need to

be able to decide whether claims about the effects of treatments are valid.

Without this knowledge, we risk concluding that useless treatments are

helpful, or that helpful treatments are useless. To test treatments fairly,

steps must be taken to obtain reliable information about treatment effects.

Most importantly, the distorting influence of biases and the play of chance

must be reduced. How should this be done?

REMOVING RUBBISH ON THE WAY TO KNOWLEDGE

When James Lind (see Chapter 1) began to read the literature on scurvy, he

realised that the only existing descriptions of the disease were by lay seamen

and by doctors who had never been to sea. ‘No physician conversant with this

disease at sea had undertaken to throw light upon the subject.’ Lind felt that

this was one of the reasons why there was so much confusion about the

diagnosis, prevention and cure of the disease. As Lind wrote bluntly: ‘Indeed,

before the subject could be set in clear and proper light, it was necessary to

remove a great deal of rubbish.’

Lind J. A treatise of the scurvy. In three parts. Containing an inquiry into the nature, causes and cure, of
that disease. Together with a critical and chronological view of what has been published on the subject.

Edinburgh: Printed by Sands, Murray and Cochran for A Kincaid and A Donaldson, 1753, pviii.
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UNDERSTANDING BIAS

Biases in tests of treatment are those influences and factors that can lead to

conclusions about treatment effects that differ from the truth systematically,

and not just by chance. Although many kinds of biases can distort the results of

health research, the biases that must be minimised in fair tests of treatments

are:

& biases due to differences in people compared;

& biases due to differences in the way treatment effects are assessed;

& biased reporting of the available evidence; and

& biased selection from the available evidence

The principles we cover here will not be familiar to many of you, and

some readers will find this chapter the most challenging in the book. Fuller

information and illustrations about the key issues are contained in The

James Lind Library (www.jameslindlibrary.org), and we hope that you

will find the additional material there helpful.

FAIR TESTS OF MEDICAL TREATMENTS

Comparisons are the key to all fair tests of treatments; they are essential for

judging whether or not a treatment causes a certain effect. Sometimes two

or more treatments are compared; or a treatment is compared with no

active treatment. Whatever the comparison, it should address a genuine

uncertainty about treatment effects – that is, there is no convincing

evidence from research. (We introduced the concept of uncertainty in

Chapter 1 and we describe how to deal with it in chapter 4.) And for

comparisons to be fair they must be as unbiased as possible.

Why comparisons are essential

The need for comparisons of treatments is easy to understand if one pauses

to think for a moment. The old adage that Nature is a great healer happens

to be true – people often recover from illness without any specific treat-

ment at all. So, the ‘natural’ progress and outcome of illness without

treatment must be taken into account when treatments are being tested.

The treatment may improve – or worsen – the outcome that would have

occurred naturally – or have nothing to do with the outcome at all.
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NOTHING TO DO WITH ME

‘This excellent result had, of course, nothing to do with the therapy they

received or my clinical skills. It demonstrated, on the other hand, very clearly

the relative unimportance of therapy in comparison with the recuperative

powers of the human body.’

Cochrane A. Sickness in Salonica: my first, worst, and most successful clinical trial.
British Medical Journal 1984;289:1726-7.

People – clinicians and patients alike – sometimes make mental com-

parisons about the effects of treatments. They form an impression that they

or others are responding differently to a new treatment than they did to

earlier treatments. These impressions need to be followed up by formal

investigations – for example, initially by analysis of clinical records. Such

analyses may then lead to carefully conducted comparisons of new and old

treatments.

The danger arises when impressions alone are used to guide treatment

recommendations (see Chapter 1, page 4). Treatment comparisons based

on impressions or initial analyses are seldom reliable. Only when treat-

ment effects are dramatic – for example, the use of opium for relief of pain,

insulin for diabetes, or hip replacements for osteoarthritis – will this be so

(see Chapter 4). In most cases, however, treatment effects are more modest

and precautions are needed to avoid biased comparisons and mistaken

conclusions.

Comparisons of treatments given today with those given in the past are

often unreliable because other relevant factors will have changed over

time. One of the examples we cited in Chapter 1 – use of the hormone

diethylstilboestrol (DES) to prevent recurrent stillbirths – illustrates this

point well. Stillbirths are more common in first pregnancies than in

subsequent ones. So, comparisons of stillbirth rates during second and

subsequent pregnancies in which DES was prescribed with rates in first

pregnancies in which it was not prescribed gave seriously misleading

results, suggesting that DES reduced the risk of stillbirth. And in this

example, as we showed, there were grave consequences for some of the

children whose mothers were given the drug. Whenever possible, there-

fore, comparisons should be of different treatments given more or less at

the same time.
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Why comparisons must address genuine uncertainties

Before embarking on new tests of treatments it is essential to establish

what is already known. Although this seems obvious, many uncertainties

about the effects of treatments have come about because existing reliable

evidence was ignored. Such evidence needs to be reviewed systematically

and critically to be sure that the proposed new test of treatment will

address a genuine current uncertainty. If this key preliminary step is

overlooked, the consequences can be serious – patients have suffered

unnecessarily, and precious healthcare and research resources have been

squandered. How is this possible?

In the early 1990s, a team of researchers in the USA looked in medical

textbooks and journals to identify the recommendations for the treatment

of heart attacks made over a period of 30 years.45 They then compared

these recommendations with the evidence that could have been taken into

account had the results of fair tests been reviewed systematically. The

researchers found that, because the authors of the textbooks had not

bothered to reduce the misleading effects of bias and the play of chance

when they reviewed the evidence, there were serious consequences for

patients. In some cases patients had been deprived of reliable advice on

life-saving therapies (for example, clot-busting drugs for heart attacks),

sometimes for more than a decade; in others, doctors had continued to

recommend treatments long after fair tests had shown they were harmful

(for example, anti-arrhythmic drugs in heart attack – see Chapter 1).

Researchers who do not review past tests of treatments before embark-

ing on new studies may not realise that uncertainties about treatment

effects have already been convincingly addressed. This means that some

patients are taking part in research unnecessarily and being denied treat-

ment that can help them. For example, long after there was reliable

evidence that giving antibiotics to patients having bowel surgery reduced

their chances of dying from complications of the operation, researchers

continued to do comparison studies that involved withholding antibiotics

from half the patients participating in the studies (see Chapter 5). Con-

versely, sometimes when previous results are reviewed it soon becomes

apparent that reliable evidence is lacking – so new studies are definitely

needed.

And, as we pointed out in Chapter 1 (page 9), patients can also suffer

when researchers have not reviewed relevant evidence from animal

research systematically before beginning to test treatments in patients. In

that example, had the results of animal experiments been reviewed,

clinical trials of the drug nimodipine in stroke patients would never have

been done.
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The idea of reviewing evidence systematically is far from new. The

subtitle of James Lind’s 1753 Treatise of the Scurvy, in which he reported his

fair test of then favoured remedies (see Chapter 1), indicates that it

contains ‘A critical and chronological view of what has been published on

the subject’.

AVOIDING BIASED COMPARISONS

To ensure that comparisons are fair, several sources of bias must be

identified and minimised; if they are not, a new treatment might appear

better than an existing one when in fact it is not.

In considering individual research studies, this could result from:

& comparing the progress of relatively well patients given a new

treatment with the progress of relatively ill patients given a standard

treatment

& biased assessment of the results of treatment – for example, by

comparing the opinions of patients or doctors who know that they

have used an expensive new treatment, and who think this is better,

with the opinions of those who know that they have had an existing

standard treatment

And in reviewing several similar studies, from:

& considering only studies that show a new treatment in a favourable

light, without including other ‘negative’ studies that have either failed

to confirm it has benefits, or suggest that it may be harmful (‘negative’

studies are often not reported)

& biased selection from and interpretation of the available evidence.

Often people trying to decide which treatments to use simply do not

recognise that these biases result in unfair tests of treatments. Sadly,

however, people with vested interests sometimes exploit biases to make

treatments look as if they are better than they really are. This happens

when some researchers – usually but not always for commercial reasons –

deliberately ignore existing evidence. They design, analyse, and report

studies to paint their own results for a particular treatment in a favourable

light.
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EXPLOITING BIASES

‘Research sponsored by the drug industry was more likely to produce results

favouring the product made by the company sponsoring the research than

studies funded by other sources. The results apply across a wide range of

disease states, drugs, and drug classes, over at least two decades and

regardless of the type of research being assessed.’

Lexchin J, Bero LA, Djulbegovic B, Clark O. Pharmaceutical industry
sponsorship and research outcome and quality: systematic review.

British Medical Journal 2003;326:1167-70.

Biases due to differences in patients being compared

Comparisons of two treatments will be unfair if relatively well patients

have received one of the treatments and relatively ill patients have

received the other treatment. Occasionally this problem can be tackled by

comparing different treatments given at different times to the same patient

– a cross-over study. But there are many circumstances in which such

studies are out of the question. For example, it is almost always impossible

to compare different surgical operations in this way.

Treatments are usually tested by comparing groups of patients who

have received different treatments. If these comparisons are to be fair, the

groups of patients must be similar so that like will be compared with like. If

those who receive a treatment are more likely to do well or badly than

those receiving an alternative, this bias makes it impossible to be confident

that any difference in results truly reflects an effect of the treatment rather

than something that would have occurred anyway. The 18th-century

surgeon William Cheselden was aware of this problem. In his day,

surgeons were comparing death rates in their patients after operations to

remove bladder stones. But Cheselden pointed out that older patients were

more likely to die. So, to compare the frequency of deaths in groups of

patients who had undergone various types of operation by different

surgeons, it would be important to take account of any age differences

among the patients on whom each surgeon had operated.

Comparing the experiences and outcomes of patients who happened

to have received different treatments in the past is still used today as a way

of trying to assess the effects of treatments. The challenge is to know

whether the comparison groups were sufficiently alike before receiving

treatment. For example, attempts to assess the effects of hormone replace-

ment therapy (HRT) by comparing the frequencies of illnesses experienced

by women using HRT with those in women not using it show how
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dangerously misleading this approach can be. Whereas these comparisons

suggested that HRT reduced the risk of heart attacks and stroke, sub-

sequent randomised trials showed that it had exactly the opposite effect

(see Chapter 1). So research that had not taken account of these biases was

not just useless, it harmed women too.

The best approach is to plan the comparisons before starting treatment.

Before beginning his comparison of six treatments for scurvy on board

HMS Salisbury in 1747, James Lind took care to select patients who were at

a similar stage of this often lethal disease (see Chapter 1). He also ensured

that they had the same basic diet and were accommodated in similar

conditions. So, he clearly recognised that factors other than treatment

might influence the sailors’ chances of recovery.

Just as much care must be taken today to ensure that treatment

comparison groups will be composed of similar people. And there is only

one way to do this: some method based on chance must be used to

assemble the groups. This ‘random allocation’ is the only but crucially

important feature of the category of fair tests known as ‘randomised’ (see

Chapter 4, box on page 59).

The techniques of drawing lots – for example, by using dice – will

ensure that comparison groups are composed of patients who are similar,

not just in terms of known and measured important factors such as age,

but also of unmeasured factors that may influence recovery from illness,

such as diet, occupation and other social factors, and anxiety about illness

or proposed treatments. And the best way to avoid bias in allocating

patients to comparison groups is to ensure that patients and their doctors

do not know to which groups patients will be assigned.

After taking the trouble to assemble comparison groups in such a way

that like will be compared with like, it is important to avoid introducing

bias by ignoring the progress of some of the patients in these groups. This

means that, as far as possible, all the patients allocated to the groups should

be followed up and included in the main analysis of the results of the group

REASON TO RANDOMISE

‘A doctor who contributes to randomised treatment trials should not be thought

of as a research worker, but simply as a clinician with an ethical duty to his

patients not to go on giving them treatments without doing everything possible

to assess their true worth.’

Rees G, ed. The friendly professional. Selected writings of Thurstan Brewin.
Bognor Regis: Eurocommunica, 1996.
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to which they were allocated – a so-called ‘intention-to-treat’ analysis –

regardless of which treatment they actually received.

This approach may seem illogical, but ignoring it can make the tests

unfair. Take the example of patients at risk of stroke owing to blockage of a

blood vessel supplying the brain. Researchers conduct a test to find out

whether an operation to unclog the blood vessel can reduce strokes in

patients with dizzy spells as a result of the blockage – they compare people

allocated to have the operation with those allocated not to have it. If they

record the frequency of strokes only among patients who survive the

immediate effects of the operation, the test will miss the important fact

that the surgery itself can cause stroke and death. Consequently this will

be an unfair test of the effects of the operation.

Biases in assessing treatment outcomes

Most patients and doctors hope that medical treatments will help. This

optimism can have a very positive effect on everybody’s satisfaction with

medical care, as the British doctor Richard Asher noted in one of his essays

for doctors:

‘If you can believe fervently in your treatment, even though controlled

tests show that it is quite useless, then your results are much better, your

patients are much better, and your income is much better, too. I believe

this accounts for the remarkable success of some of the less gifted, but

more credulous members of our profession, and also for the violent dislike

of statistics and controlled tests which fashionable and successful doctors

are accustomed to display.’46

Even when doctors know that they are prescribing a treatment that has no

‘physical’ effects, they may do so in the hope that it will benefit their

patients through psychologically mediated effects. In other words, patients

who believe that a treatment will help to relieve their symptoms – even

though the treatment is, in fact, a dummy drug (a placebo) – may well

experience improvements in their condition.

So, when conducting fair tests of treatment, it is essential to reduce the

biases that can occur when doctors and patients assess the results. The

technique known as ‘blinding’ is commonly used to achieve this – and it

has an interesting history. In the 18th century, Louis XVI of France called

for an investigation into Anton Mesmer’s claims about the beneficial

effects of so-called animal magnetism (mesmerism). The king wanted to

know whether the effects were due to any ‘real’ force or to ‘illusions of the

mind’. Blindfolded people were told either that they were or were not

receiving mesmerism when in fact, at times, the reverse was happening.
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The people who were tested only felt effects when they had been told that

they were receiving the treatment.

For some outcomes – death, for example – biased assessment is very

unlikely because there is little room for doubt about whether someone has

died. However, the assessment of most outcomes either always, quite

properly, involves subjectivity, as with patients’ symptoms, or may involve

it. For example, people may have individual reasons for preferring one of

the treatments being compared over another: they may be more alert to

signs of possible benefit when they believe a treatment is good for them,

and more ready to ascribe harmful effects to a treatment about which they

are worried.

In these common circumstances, blinding is desirable for fair tests.

The two treatments being compared must therefore appear to be the same.

Sometimes one of these is a placebo – a physically inactive (dummy)

treatment. For instance, when the Medical Research Council first tested

treatments for the common cold in the 1940s and 1950s, it would have

been very difficult to interpret the results of the tests had identical-looking

placebos not been used to prevent both patients and doctors knowing

whether the patients were receiving the new drug or a placebo. This is

known as a double-blind trial.

Double-blinding can be so important that it is worth considering

another example. Researchers looked at the effects of blinding of doctors

(keeping them unaware of whether patients were receiving the drug or a

placebo) on the results of a clinical trial of treatments for multiple sclerosis.

All the patients were examined by both a blinded and an unblinded doctor

at each assessment during the trial; each doctor scored the results. The

unblinded – but not the blinded – doctors’ scores showed an apparent

benefit for one of the treatments. However, use of the blinded doctors’

scores prevented the wrong conclusions being drawn.47 Overall, the

greater the element of subjectivity in assessing outcomes, the greater is

the need for blinding to make tests of treatments fair.

Sometimes, however, it is simply impossible to blind patients and

doctors to the identity of the treatments being compared – for example,

one can hardly disguise the difference between surgery and a drug treat-

ment. Some unambiguous outcomes – death, for example – leave little

scope for biased assessment. Even when bias might creep in – for example

in assigning a cause of death – this can be done by people who do not know

which treatments individual patients received.
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HOW TO INTERPRET UNBIASED COMPARISONS

Taking account of differences between treatments intended and
treatments received

For all the reasons given so far in this chapter, you will have realised by

now that fair tests of treatments have to be planned carefully. The docu-

ments setting out these plans are known as protocols. Among other things,

protocols specify details about the treatments to be compared. However,

the best-laid plans may not work out quite as intended – the treatments

actually received by patients sometimes differ from those that they should

have received. For example, patients may not take treatments as intended;

or one of the treatments may become unavailable. If such discrepancies are

discovered, the implications need to be thought about and addressed

carefully when the results are analysed and interpreted.

Taking account of the play of chance

When comparing two treatments, any differences in results may simply

reflect the play of chance. Say five people improve with a new treatment

and seven improve with the standard comparison treatment. No one could

be confident that the new treatment was worse than the standard one. If

the comparison was repeated, the numbers of patients who improve might

be reversed (seven against five), or come out the same (six against six), or

in some other ratio.

However, if 50 people improve with a new treatment and 70 improve

with the standard treatment, chance becomes a less likely explanation for

the difference. If 500 people improve with a new treatment and 700

improve with the standard treatment, clearly the new treatment is indeed

worse than the standard one (and about half of new treatments are).

So, the way to make it less likely that people will be misled by the play

of chance in treatment tests is to base conclusions on sufficiently large

numbers of patients who either improve or deteriorate, or neither.

To assess the role that chance may have played in the outcomes of fair

tests, researchers use ‘tests of statistical significance’. These help to avoid

drawing the mistaken conclusion that there are real differences in treat-

ments when there are not and – a far more common danger – that there

are no differences between treatments when there actually are. When

researchers and statisticians talk about significant differences between

treatments they are referring to statistical significance. But it is important

to remember that statistical significance is not necessarily ‘significant’ in

the usual sense of the word. A difference between treatments which is very
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unlikely to be due to chance – a statistically significant difference – may

have no practical significance at all. For example, a systematic review of

randomised studies comparing the experiences of tens of thousands of

healthy men who took an aspirin a day with those of tens of thousands of

other men who did not take aspirin found a lower rate of heart attacks

among the aspirin takers. This difference was statistically significant, that

is, it was unlikely to be explained by the play of chance. However, this

finding is not necessarily of practical significance. If a healthy man’s risk of

having a heart attack is already very low, taking a drug in order to make it

even lower may be unjustified, particularly as aspirin has side-effects.48

One approach to reducing the likelihood of being misled by the play of

chance is to estimate something called confidence intervals. Confidence

intervals give the range within which the true size of a treatment effect

(which is never precisely known) lies, with a given degree of certainty

(usually 95% or 99%). This is similar to asking the question ‘How long

does it take you to travel to work?’ and getting the answer ‘20 minutes to

an hour, depending on the traffic’.

So, statistical tests help to take account of the play of chance and avoid

concluding that treatment differences exist when they do not or do not

exist when they do.

DETECTING AND INVESTIGATING UNANTICIPATED EFFECTS
OF TREATMENTS

Initial tests of treatments – for example, those required for licensing new

drugs for public release – cover at most a few hundred or a few thousand

people treated over a few months. Only relatively short-term and frequent

unanticipated effects are likely to be picked up at this stage, whereas rare

effects and those that take some time to develop will not be discovered

until there has been more widespread use of treatments. When doctors

prescribe a new drug more routinely, for example, their patients may differ

from those who were selected to participate in the original tests: they may

be older or younger, of a different sex, more or less ill, or suffering from

other health problems in addition to the condition at which the treatment

is targeted. Often unanticipated effects of treatments, whether bad or good,

are first suspected by health professionals or patients. But which of these

hunches reflect real effects?

If the unanticipated effect is very unusual and occurs quite often after

the treatment has been used, it will generally strike both doctors and

patients that something is wrong. This is what happened with thalidomide

(see Chapter 1) – babies born without limbs were previously almost
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CONFIDENCE INTERVALS

If you have a bag (which you cannot see into) containing 30 sweets that could

be either orange or white, then the number of orange sweets in the bag at the
start could lie between nought and 30. The confidence interval (CI) for the

number of orange sweets is 0-30.

If you drew a handful of sweets out of the bag and there are four orange and

two white sweets in your hand then you know that there were at least four
orange sweets at the start and no more than 28 – i.e., there were 30 sweets to

begin with and you now know that at least two were white. So the CI for the

number of orange sweets there were at the start is now 4-28.

If you grab another handful of sweets (without replacing the first handful) and
pull out three orange and six white sweets, then the CI for the number of

orange sweets in the bag at the start is 7-22. The next selection contains three

orange and five white sweets, giving a CI of 10-17 for the number of orange
sweets at the start. The selection after that contains just four orange sweets,

giving a CI of 14-17. When the last three sweets are drawn out two are orange
and one is white. So you can conclude that there were 16 orange sweets at the

start. As the total number of sweets drawn out gets larger, so the CIs get

shorter. This example calculates absolute CIs – at every stage one can be
absolutely sure that the real number of orange sweets lies somewhere

between the two confidence limits.

The diagram illustrates this example, showing how the CIs are narrowed at

each step.

Adapted from Critical Appraisal Skills Programme, Cochrane Consumer (UK). Consumers commenting
on Cochrane Reviews. Post-workshop pack. 2003-4, p23.

unheard of. Unanticipated beneficial effects are detected similarly – for

example, when it was found that a drug used to treat schizophrenia also

lowered cholesterol. When such striking relationships are noted, they will

often be confirmed as real unanticipated effects of treatment.
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However, most hunches about unanticipated effects of treatment are

based on far less convincing evidence. As with studies designed to detect

hoped-for effects of treatments, the planning of tests to confirm or dismiss

less striking suspected unanticipated effects involves avoiding biased com-

parisons. Such tests must also observe the principle of comparing ‘like with

like’.

Sometimes researchers can conduct further analyses (or follow-up) of

people who took part in earlier studies in which similar groups had been

created by use of random allocation (see above). Usually this is not an

option. So, assembling new unbiased comparison groups is more of a

challenge. Here, the very fact that these effects were unanticipated actually

helps pinpoint them. The unanticipated effect is usually a different con-

dition or disease from the one for which the treatment was prescribed. For

example, when hormone replacement therapy (HRT) was first introduced

for relief of menopausal symptoms, a woman’s risk of developing breast

cancer was unlikely to have been taken into account. In other words, there

was no obvious reason to expect that women who received HRT differed in

their risk of developing breast cancer from those who did not. This was the

basis for fair tests which showed that HRT increases the risk of breast

cancer.49

When the suspected unanticipated effect relates to a treatment for a

common condition such as heart attack but does not occur very often with

the new treatment, the unanticipated effect will be found only by surveying

large numbers of people receiving the treatment. For example, although

some researchers thought that aspirin might reduce the risk of heart attack

and began fair tests of their theory in patients in the late 1960s, most

doctors thought that this was highly unlikely. They began to change their

minds when a large study to detect unanticipated adverse effects of drugs

showed that patients admitted to hospital with heart attacks were less likely

than apparently similar patients to have recently taken aspirin.

The ground rules for detecting and investigating unanticipated effects

of medical treatments were first set out clearly in the late 1970s in the

wake of the thalidomide disaster. With many powerful treatments intro-

duced since that time, this aspect of fair tests of medical treatments remains

just as challenging and important today.

TAKING ACCOUNT OF ALL THE RELEVANT EVIDENCE

One of the pioneers of fair tests of treatments, the statistician Austin

Bradford Hill, said that those reading research reports wanted answers to

four questions:
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& Why did you start?

& What did you do?

& What did you find?

& What does it mean anyway?

The answer to the last question is especially important since this is what

influences actual choices and decisions about treatment and future

research. A single fair test of treatment very seldom yields strong enough

evidence to provide a confident answer. A fair test is usually only one of

several addressing the same question. So, to answer ‘what does it mean?’,

the evidence from one test must be interpreted alongside evidence from

the other fair tests addressing the same or similar questions.

More than a century ago, the president of the British Association for

the Advancement of Science, Lord Rayleigh, commented on the need to

observe this principle:

‘If, as is sometimes supposed, science consisted in nothing but the labor-

ious accumulation of facts, it would soon come to a standstill, crushed, as it

were, under its own weight . . . Two processes are thus at work side by

side, the reception of new material and the digestion and assimilation of

the old; and as both are essential we may spare ourselves the discussion of

their relative importance. One remark, however, should be made. The

work which deserves, but I am afraid does not always receive, the most

credit is that in which discovery and explanation go hand in hand, in

which not only are new facts presented, but their relation to old ones is

pointed out.’50

Even today, however, Rayleigh’s wise advice is routinely ignored.

Consequently, it is often impossible for readers of new research reports to

obtain a reliable answer to the question ‘what does it mean?’. And

reporting new test results without interpreting them in the light of other

relevant evidence, reviewed systematically, can delay identification of

both useful and harmful treatments. For example, between the 1960s

and early 1990s, researchers carried out over 50 fair tests of drugs to

reduce heart rhythm abnormalities in patients having heart attacks before

it was realised that these drugs were killing people (see Chapter 1). Had

each successive report assessed the new results in the context of all the

other relevant evidence, the fatal effects of these drugs could have been

identified a decade earlier.
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Dealing with biased reporting of the available evidence

It is easy to state that the results of new research should be interpreted in

the context of systematic reviews of all other relevant, reliable evidence,

but this is a challenge in many ways – not least because some relevant

evidence does not get published. Studies that have given ‘disappointing’ or

‘negative’ results are less likely to be reported than others. This ‘reporting

bias’ stems principally from researchers not writing up or submitting

reports of their research for publication. However, sometimes journals

show bias when they reject submitted reports. There is an additional

problem: researchers may selectively suppress those results that go against

their interpretation of the treatment effects.

To reduce reporting biases, all fair tests of treatments need to be

registered when they begin (see www.controlled-trials.com). Over and

above this, all clinical trial results should be published – whether or not

they are ‘disappointing’ to the sponsors of the research or the researchers

themselves. Biased under-reporting of research is unscientific and un-

ethical. Recent exposés of suppression of unwelcome evidence about the

effects of drugs have led to major public scandals and court actions against

pharmaceutical companies. These events have given force to long-standing

demands that clinical trials be registered publicly at inception, and that

all results be published. In the days before electronic publishing it was

difficult to force compliance with these principles, but the advent of open-

access electronic journals, such as those published by BioMed Central

(www.biomedcentral.com) and the Public Library of Science (www.

plos.org), has overcome this obstacle.

Avoiding biased selection from the available evidence

Biases can not only distort individual tests of treatments and lead to false

conclusions but also distort reviews of evidence. Reviews are important

because most people depend on them, but reviews must be done sys-

tematically otherwise they will be misleading. For example, reviewers

could just draw on studies with which they were familiar; if they do, this

is likely to bias their conclusions.

To avoid these problems, plans for systematic reviews should be set out

in protocols, making clear what measures will be taken to reduce biases.

These measures will include specifying: which questions about treatments

the review will address; the criteria that will make a study eligible for

inclusion in the review; the ways in which potentially eligible studies will

be identified; and the steps that will be taken to minimise biases in

selecting studies for inclusion in the review.
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Systematic reviews addressing what appears to be the same question

quite often reach different conclusions. Sometimes this is because the

questions addressed are subtly different; sometimes it reflects differences

in the methods used by the reviewers. In these circumstances it is import-

ant to judge which reviews are most likely to have reduced the effects of

biases and the play of chance most successfully.

What if the reviewers have any other interests that might affect the

conduct or interpretation of their review? Were they, for example, directly

associated with the company that made the new drug being tested? When

assessing the evidence for an effect of evening primrose oil on eczema,

reviewers who were associated with the manufacturers reached far more

enthusiastic conclusions than those with no such commercial interest (see

Chapter 1).

Commercial interests are not alone in leading to biased selection from

the available evidence for inclusion in reviews. We all have prejudices that

can do this – researchers, health professionals, and patients alike.

Using meta-analysis to reduce the play of chance

To reduce the play of chance, the results from all the relevant studies can

sometimes be combined statistically – this is known as a meta-analysis.

Although methods for meta-analysis were developed by statisticians over

many years, it was not until the 1970s that they began to be applied more

extensively, initially by social scientists and then by medical researchers.

By the end of the 20th century it had become widely accepted that meta-

analysis was an important element of fair tests of treatments.

Meta-analysis is another way to help avoid erroneous conclusions that

treatments have no effects when in fact they are either useful or harmful.

Take the example of a short, inexpensive course of steroids given to

women expected to give birth prematurely. The first randomised con-

trolled trial – which showed a reduced likelihood of their babies dying –

was reported in 1972. A decade later more trials had been done but these

were small and the individual results were confusing, and, at that time, the

evidence had not been combined in a systematic review using meta-

analysis. If it had been, the result would have shown even stronger

evidence favouring a beneficial effect of steroids. In fact, no systematic

reviews using meta-analysis were published until 1989 – so most ob-

stetricians had not realised the treatment was so effective and tens of

thousands of premature babies had suffered and died unnecessarily.51
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KEY POINTS

& Unless attention is paid to biases and the play of chance, it is easy to

conclude that some treatments are useful when they are not, and vice

versa

& Comparisons are key to all fair tests of treatments

& Biased under-reporting of research harms patients

& Systematic reviews of all the relevant evidence should be the basis for

assessing treatment effects
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